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Figure 7. Performance results in log-log scale, with input size on
the x-axis and runtime in ms on the y-axis. Confidence intervals are
shown by the whiskers; most whiskers are too small to be visible.

Two important lessons from the evaluations are:

• As anticipated in Sec. 4.3, to achieve good performance our
current implementation requires some form of dead code elimi-
nation, such as laziness.
• Incrementalization increases code size significantly. Analyzing

and addressing this increase is left for future work.

5. Related work
Existing work on incremental computation can be divided into two
groups: Static incrementalization and dynamic incrementalization.
Static approaches analyze a program statically and generate an
incremental version of it. Dynamic approaches create dynamic
dependency graphs while the program runs and propagate changes
along these graphs.

The trade-off between the two is that static approaches have the
potential to be faster because no dependency tracking at runtime is
needed, whereas dynamic approaches can support more expressive
programming languages. ILC is a static approach, but compared to
the other static approaches it supports more expressive languages.

In the remainder of this section, we analyze the relation to the
most closely related prior works. Ramalingam and Reps [21], Gupta
and Mumick [13] and Acar et al. [3] discuss further related work.

5.1 Dynamic approaches
One of the most advanced dynamic approach to incrementalization is
self-adjusting computation, which has been applied to Standard ML
and large subsets of C [2, 14]. In this approach, programs execute
on the original input in an enhanced runtime environment that
tracks the dependencies between values in a dynamic dependence
graph [3]; intermediate results are memoized. Later, changes to the
input propagate through dependency graphs from changed inputs to
results, updating both intermediate and final results; this processing
is often more efficient than recomputation.

However, creating dynamic dependence graphs imposes a large
constant-factor overhead during runtime, ranging from 2 to 30 in
reported experiments [4, 5], and affecting the initial run of the
program on its base input. Acar et al. [5] show how to support
high-level data types in the context of self-adjusting computation;
however, the approach still requires expensive runtime bookkeeping

during the initial run. Our approach, like other static ones, uses
a standard runtime environment and has no overhead during base
computation, but may be less efficient when processing changes.
This pays off if the initial input is big compared to its changes.

Chen et al. [9] have developed a static transformation for purely
functional programs, but this transformation just provides a superior
interface to use the runtime support with less boilerplate, and does
not reduce this performance overhead. Hence, it is still a dynamic
approach, unlike the transformation this work presents.

Another property of self-adjusting computation is that incremen-
talization is only efficient if the program has a suitable computation
structure. For instance, a program folding the elements of a bag
with a left or right fold will not have efficient incremental behavior;
instead, it’s necessary that the fold be shaped like a balanced tree. In
general, incremental computations become efficient only if they are
stable [1]. Hence one may need to massage the program to make
it efficient. Our methodology is different: Since we do not aim to
incrementalize arbitrary programs written in standard programming
languages, we can select primitives that have efficient derivatives
and thereby require the programmer to use them.

Functional reactive programming [10] can also be seen as a
dynamic approach to incremental computation; recent work by
Maier and Odersky [18] has focused on speeding up reactions to
input changes by making them incremental on collections. Willis
et al. [24] use dynamic techniques to incrementalize JQL queries.

5.2 Static approaches
Static approaches analyze a program at compile-time and produce
an incremental version that efficiently updates the output of the
original program according to changing inputs.

Static approaches have the potential to be more efficient than
dynamic approaches, because no bookkeeping at runtime is required.
Also, the computed incremental versions can often be optimized
using standard compiler techniques such as constant folding or
inlining. However, none of them support first-class functions; some
approaches have further restrictions.

Our aim is to apply static incrementalization to more expressive
languages; in particular, ILC supports first-class functions and an
open set of base types with associated primitive operations.

5.2.1 Finite differencing
Paige and Koenig [20] present derivatives for a first-order language
with a fixed set of primitives. Blakeley et al. [8] apply these ideas
to a class of relational queries. The database community extended
this work to queries on relational data, such as in algebraic differ-
encing [13], which inspired our work and terminology. However,
most of this work does not apply to nested collections or algebraic
data types, but only to relational (flat) data, and no previous ap-
proach handles first-class functions. Incremental support is typically
designed monolithically for a whole language, rather than piece-
wise. Improving on algebraic differencing, Koch [15] guarantees
asymptotic speedups with a compositional query transformation and
delivers huge speedup in realistic benchmarks, though still for a
first-order database language.

More general (non-relational) data types are considered in the
work by Gluche et al. [12]; our support for bags and the use
of groups is inspired by their work, but their architecture is still
rather restrictive: they lack support for function changes and restrict
incrementalization to self-maintainable views, without hinting at a
possible solution.

5.2.2 Static memoization
Liu’s work [17] allows to incrementalize a first-order base program
f(xold) to compute f(xnew), knowing how xnew is related to xold.
To this end, they transform f(xnew) into an incremental program
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